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1 INTRODUCTION 

Workpackage 6 is devoted to investigating the suitability of the GALS concept for network-on-
chip (NoC) design. At this time, most of the synchronization interfaces have been designed 
and tested by means of post-layout circuit models. As a consequence, the system-level 
exploration framework is about to start, aiming at the comparison between fully synchronous 
systems and their GALS counterparts.  
At the same time, an important objective of the Galaxy project is to popularize the use of 
synchronization interfaces and to make them available for research to interested universities 
and research centers. In order to make this objective come true, task 3.6 of Workpackage 3 
foresees the public availability of the synchronization interfaces developed in Workpackage 6 
in terms of open-source, synthesizable HDL models.  
This document accompanies those models, and therefore needs to clearly state the 
assumptions behind them, which are twofold. 
On one hand, activities of WP6 have taken a novel approach to the implementation of FIFO-
based synchronization interfaces for NoCs, which is likely to reduce their impact on the total 
area and power figures (see Fig.1). This approach stems from the concern that many 
designers have on the high cost of synchronizers. This refers not only to the direct cost for 
implementing them, but also to the cost they imply in the connecting network building blocks. 
As an example, inserting a synchronizer in a point-to-point connection increases the round-trip 
latency of that connection and requires more buffering in the destination end-node to cover it 
for full-bandwidth loss-less operation. Therefore, our basic idea is not to design the network 
architecture and the FIFO synchronizers separately, as two fully decoupled blocks. In contrast, 
the FIFO synchronizer could share its buffering resources with the switch input stage of the 
downstream switch, thus coming up with a multi-purpose architecture block in charge of 
synchronization, input buffering and flow control. This approach results in lower area, power 
and latency. Although the idea is relatively simple, the Galaxy project for the very first time has 
devoted implementation effort to it, finding that the cost savings come with very different timing 
and layout constraints with respect to traditional loosely coupled architectures. Architecture 
design techniques and backend synthesis flow have been enhanced with awareness of these 
constraints, thus moving a step forward in GALS assessment for NoCs by working on realistic 
experimental setups rather than on GALS concept schemes. 
Activities in WP6 of the Galaxy project have recently taken another distinctive direction, 
concerning the implementation style of GALS NoCs (see Fig.2). There exists several 
implementation  variants of such systems, ranging from purely asynchronous implementations 
to solutions making use of synchronizers. Among these latter, one intuitive solution consists of 
defining synchronous islands with independent clocking including processor/memory cores, a 
network interface and a switch. In practice, the network results from the collection of switches 
each belonging to a different clock domain. As a result, a dual-clock FIFO should be used on 
each switch-to-switch link, by means of the loosely or the newly proposed tightly coupled 
design principle. However, UNIBO was interested in exploring a different solution, potentially 
resulting in lower area/power cost. The basic idea is to have the network-on-chip instantiated 
as a single and independent clock domain, with FIFO-based synchronizers at its boundaries 
for communication to clock domains including processor/memory cores and their network 
interfaces. However, we are aware that the network is a clock domain with distinctive features, 
primarily its chip-wide extension. Therefore, there is little doubt on the fact that efficient 
implementation of this clock domain with 45nm technology and beyond requires the relaxation 
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of synchronization constraints inside it. A straightforward way to meet this requirement is to 
relax clock phase offset constraints between neighboring switches, so to be able to infer a 
lower-power top-level clock tree by means of a hierarchical clock tree synthesis process. The 
cost for this is the use of a mesochronous synchronizer on each switch-to-switch connection.  
This implementation choice is certainly not new and generally acknowledged as one feasible 
point in the design space of a GALS NoC. However, the Galaxy project is one of the few early 
attempts to explore its feasibility, its design trade-offs and constraints, to comparatively assess 
its quality metrics and to specialize the design toolflow for it.  
 
 

 
FIG.1 Loosely coupled vs tightly coupled design phi losophy 

 

 
FIG.2 GALS NoC implementation variant 

 
The reasons that make this architecture our first choice (without limiting ourselves to it though) 
are the following: 

- Mesochronous synchronizers are more lightweight than dual-clock FIFOs and are 
therefore used inside the network as a cost-effective solution for the synchronization 
interface.  

- The problem of interfering communication flows generated by IP cores running at 
different speeds can be more easily solved at network boundaries, since the entire 
network is clocked at a unique frequency. 

- Resource-intensive dual-clock FIFOs for throughput intensive communication across 
clock domain boundaries are used for interfacing the network to the IP cores, so only in 
few selected places. 

Given the choices above, this document illustrates design building blocks for use in the design 
of a GALS NoC consisting of a mesochronous NoC and of dual-clock FIFOs enabling to 
decouple the clock speed between IP cores and the network. The synchronization interfaces 
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come in two variants: they come both as standalone blocks that can be used with any NoC 
architecture with a  loosely coupled design philosophy, or as tightly integrated blocks in a 
specific NoC architecture. We would like to recall that the purpose of the HDL models made 
publicly available is not to disseminate a specific NoC architecture, but to make available the 
conceived synchronization interfaces to GALSify pre-exising NoC architectures. Therefore, 
NoC building blocks have been largely simplified and used only for the sake of proving correct 
behavior of synchronization interfaces or proving how such interfaces can be integrated into 
them and used as switch buffers and flow control stages as well. As such, the library of 
components described here should be viewed as a library of synchronization interfaces for use 
in GALS NoC design. Please observe that with a subset of the proposed library, also GALS 
NoCs where the network is distributed in the clock domains of the IP cores can be built, 
therefore our choice in Fig.2 is not a limitation but rather a way to focus on a specific 
implementation solution and assess it. 
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2 STRUCTURE OF OPEN-SOURCE HDL MODELS 

The library of synchronization interfaces for GALS NoC  was split into 5 directories, each 
containing: 

- RTL-equivalent SystemC models for simulation 

- RTL Verilog (synthesizable) models 

- Documentation 

- Testbenches 

Here is a list of the directories. 

 

LOOSELY COUPLED MESOCHRONOUS SYNCHRONIZER (Meso_sta ndalone) 

This directory provides HDL models of a standalone FIFO-based mesochronous synchronizer. 
It can be used in any NoC architecture by means of the loosely coupled design philosophy, 
provided compliance is ensured with the supported flow control protocol (stall/go). List of 
provided items: 

- RTL-equivalent SystemC model 

- Verilog model 

- Pre-designed testbench to test functional correctness of both HDL models 

- documentation 

TIGHTLY COUPLED MESOCHRONOUS SYNCHRONIZER (Meso_cod esigned) 

This directory provides HDL models of a mesochronous synchronizer tightly coupled with the 
downstream switch architecture. In particular, the tightly coupled synchronizer is implemented 
as a multi-function block taking care of switch input buffering, flow control (based on the 
stall/go protocol) and mesochronous synchronization. To prove the functional correctness of 
the tightly coupled design philosophy, the multi-function block is integrated inside a real switch 
model featuring simplified characteristics. The user can extend switch functionality for his 
purposes or extract the multi-function block from it.  List of provided items: 

- RTL-equivalent SystemC model of the switch with tightly coupled mesochronous 
synchronizer 

- Verilog model of the switch with tightly coupled mesochronous synchronizer 

- Pre-designed testbenches to test functional correctness of both HDL models 

- documentation 
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LOOSELY COUPLED DUAL-CLOCK FIFO (BisynchFIFO_standa lone) 

This directory provides HDL models of a standalone dual-clock FIFO. It can be used to 
synchronize two switches or a network interface with a switch of any arbitrary NoC 
architecture, provided compliance is enforced with the stall/go flow control protocol. The dual-
clock FIFO relies on an asynchronous comparison between read and write pointers and in the 
successive synchronization of full/empty signals with the end domains. Moreover, the FIFO 
uses token ring counters as finite state machines for control of read and write locations.  List of 
provided items: 

- RTL-equivalent SystemC model of a standalone dual-clock FIFO 

- Verilog model of a standalone dual-clock FIFO 

- Pre-designed testbenches to test the functional correctness of the HDL models 

- documentation 

TIGHTLY COUPLED DUAL-CLOCK FIFO (BisynchFIFO_codesi gned) 

This directory provides HDL models of a dual-clock FIFO tightly coupled with the downstream 
switch architecture. In particular, the dual-clock FIFO serves as switch input buffer, flow control 
stage and synchronizer. The multi-purpose architecture building block is integrated into the 
HDL model of a simplified switch. This latter can be arbitrarily customized by the user based 
on his needs or removed for isolation of the multi-purpose block.  List of provided items: 

- RTL-equivalent SystemC model of a tightly coupled dual-clock FIFO with the switch 
architecture 

- Verilog model of a tightly coupled dual-clock FIFO with the switch architecture 

- Pre-designed testbenches to test the functional correctness of the HDL models 

- documentation 

PAUSIBLE CLOCKING (PauseClock) 

This directory provides HDL models of a pausible clocking scheme applied to a network 
interface initiator. The pausible clocking wrapper mediates between the pure synchronous 
domain of the locally synchronous module and its asynchronous environment in a way that 
ensures data are correctly transferred across their respective boundaries. In order to test the 
functional correctness of the port controllers,  a network interface HDL model is provided and 
interfaced to such controllers. The synthesizable SystemC models are provided for the port 
controllers and the network interface. Whereas the pausible clock generator, which includes 
the asynchronous elements and the delay lines, is given in behavioural description. However, 
verilog models of the pausible clock generator can be provided upon request. 
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List of provided items: 

- SystemC model of the network interface (initiator) with pausible clocking wrapper 

- Pre-designed testbenches to test the functional correctness of the HDL models 

- Documentation 

 

Documentation in all sub-directories specifies the system requirements for correct compilation 
and execution of the provided HDL models. 

The following sections illustrate at first the architecture of the baseline switch and of the 
reference network interface that are used as validation means for the proposed 
synchronization interfaces (sections 3 and 4). Then, every architecture modelled in HDL is 
reviewed, together with the description of the released source code and testbench. 
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3 SWITCH ARCHITECTURE 

The baseline switch used  for the validation of synchronization interfaces is pictorially 
illustrated in Fig.3. Let us now review the main architectural features. 

 

FIG.3 Architecture of the baseline switch used for validation of the tightly coupled 
synchronization interfaces. 

 

- The switch implements wormhole switching and distributed routing. Therefore, it 
contains simple logic for routing. The xy deterministic routing algorithm is assumed, 
although the implemented logic can mimic performance of many other deterministic 
routing algorithms, even for irregular topologies.   

- The switch is input buffered. The input buffer stage consists of a multi-purpose 
architecture block taking care of flit buffering, synchronization (with a mesochronous 
and/or with a fully independent clock domain with its own distinct frequency) and flow 
control. Both the HDL models of the switch with the tightly coupled mesochronous 
synchronizer and with the dual-clock FIFO are provided in GALS NoC library. 

- The switch does not have an output buffer, therefore the next retiming stage (after the 
switch input buffer) is the input buffer stage of the downstream switch. This solution is 
commonly found in low-to-medium end MPSoC platforms, while a retiming stage on the 
ouput port as well would be the solution when high performance is required. 
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- The arbiter is a fixed priority arbiter implemented and optimized based on the 
guidelines from “W.J.Dally, B.Towles, Principles and Practices of Interconnection 
Networks, Morgan Kaufmann, 3/2004”.  

- The switch implements the stall/go flow control protocol. 

- The switch implements “logic-based distributed routing” (LBDR), based on an idea of 
UP Valencia and on the joint cooperation between UP Valencia, University of Bologna 
and University of Ferrara for its implementation. This routing architecture is a valuable 
scientific add-on to the baseline switch made available for the NoC research 
community. The paper: 

“Efficient Implementation of Distributed Routing Algorithms for NoCs”, S.Rodrigo, 
S.Medardoni, J.Flich, D.Bertozzi, J.Duato, IET Computers and Digital Techniques, 
pp.87-96, 2008 

can be considered the reference paper for this routing mechanism. Contact person is 
Prof. Josè Flich, UP Valencia, jflich@disca.upv.es 

The main novelty of the proposed switch is represented by the multi-purpose input buffer, 
which will be extensively described in the next section depending on the desired kind of 
synchronization, and the routing mechanism, which we briefly describe hereafter. 

3.1 LOGIC BASED DISTRIBUTED ROUTING  

Distributed routing can be implemented in different ways. The approach commonly found in 
regular topologies is the so-called algorithmic routing, which relies on a combinational logic 
circuit that computes the output port to be used as a function of the current and destination 
nodes and the status of the output ports. The implementation is very efficient in terms of both 
area and speed, but the algorithm is specific to the topology and to the routing strategy used 
on that topology. To deal with non-regular topologies, switches based on forwarding tables 
were proposed. In this case, there is a table at each switch that stores, for each destination 
end-node, the output port that must be used. This scheme can be easily extended to support 
adaptive routing by storing several outputs in each table entry. The main advantage of table-
based routing is that any topology and any routing algorithm can be used, including fault-
tolerant routing algorithms. However, memories do not scale as much as logic in terms of 
latency, power and area, thus proving impractical for large NoCs. 

The size of the routing tables can be possibly reduced in some environments. This is the case 
of application-specific systems where the communication pattern may be known in advance. 
However, is not the case for generic purpose multi-core chips. It would be interesting to find a 
routing implementation for irregular topologies (or partial 2D meshes) allowing the use of any 
distributed routing algorithm without the need for routing tables nor source-based routing. The 
LBDR routing mechanism takes on such a challenge. It is a very simple mechanism that 
removes the routing tables at every switch, thus enabling the distributed implementation of any 
routing algorithm on irregular topologies. The mechanism relies on three bits per output port at 
every switch and a small logic of a few gates. 

For the sake of simplicity we focus here on networks with no virtual channel requirements, and 
assume wormhole switching (although the proposed method also works for virtual cut-through 
switching as well). Messages (or packets in virtual cut-through) are routed with X and Y offsets 
assuming the X and Y coordinates of the final destination are included in the message header 
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(X_dst and Y_dst), and each switch knows its X and Y coordinates (through the X_curr and 
Y_curr registers at each switch). LBDR can be applied to a combination of topologies and 
routing algorithms with some particular characteristics. The following paragraphs describe the 
conditions topologies and routing algorithms must meet. 

 

Fig.4 Examples of topologies supported (a-f and g) and not supported (g) by LBDR 

 

COMMUNICATE

PAIRS
SOME

(f) SRh in p topology (g) SRv in p topology (h) UD in p topology

(b) SRh in 2D mesh(a) XY in 2D mesh

(e) XY in p topology

(d) UD in 2D mesh

CANNOT

(c) SRv in 2D mesh

 

Fig.5 Examples of routing algorithms (by their rout ing restrictions) 
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The typical topology of choice for NoCs is the 2D mesh network. However, with the advances 
of technology, other topologies may be suitable for NoCs. As the number of nodes increases 
some NoC components may fail. Therefore, topologies derived from an initial 2D mesh, but 
with some manufacturing defects or failures may come up. For instance, Figure 4 shows 
different topologies.  

Due to manufacturing defects some parts of the topology have been disabled for normal 
operation. This is the case for topology in Figure 4.c (p topology). In this case some nodes and 
links have been disabled. Equivalent topologies are the ones shown in Figures 4.d (q 
topology), 4.e (d topology), and 4.f (b topology). Obviously, there are other topologies with the 
same shape (p,q,d or b) but with different number of nodes and links. Additionally, other 
circumstances may lead to the need for using irregular topologies. Examples are application-
specific systems and chip/server virtualization (an example is shown in Figure 4.h). 

It should be noted that all the described topologies share the same property: all the end-nodes 
(assuming at least one end-node attached to each switch) can communicate with the rest of 
nodes through any minimal path defined in the original mesh topology (the topology pictured in 
Figure 4.a). LBDR can be applied to all the topologies that fulfil this property. LBDR is, 
however, not applicable to topologies where some pairs of end-nodes cannot communicate 
through a minimal path defined in the original 2-D mesh topology. Figure 4.g shows an 
example thereof. 

Note that topologies with several disabled regions are suitable for LBDR. One example is 
shown in Figure 4.b. In this case all the end-nodes can still communicate through minimal 
paths defined in the original 2-D mesh topology. 

A deterministic (or partially adaptive) routing algorithm without cyclic dependencies among 
links or buffers can be represented by the set of routing restrictions it imposes. As an example, 
Figure 5 shows the routing restrictions defined by XY, SR_h, SR_v (horizontal and vertical 
segment based routing) and UD (up*/down*) routing algorithms on a 2-D mesh topology and a 
p topology. Each arrow indicates a routing restriction. Basically, a routing restriction forbids 
any packet to use two consecutive channels. So, the final paths for each pair of 
communicating end-nodes will not pass through any routing restriction. In this paper we define 
a routing restriction as the pair of channels that cannot be used in sequence by any packet. 
For instance, at the first (top left-most) switch in Figure 5.a there is a SE (south-east) 
restriction. As can be seen in the Figure, the XY routing algorithm is designed only for the 2D 
mesh topology and it is unsuitable for non-regular topologies. Topology-agnostic routing 
algorithms like SR_h, SR_v, and UD can, however, be applied to any topology. 

LBDR is applicable to any routing algorithm that complies with the following condition: defining 
the following two sets of channels {N,S} and {E,W}, all the routing restrictions are formed by 
two channels, each one from a different set. Thus, for instance, restriction EW is not allowed. 
In other words, routing restrictions forbid only some changes in the direction. Notice that this 
makes sense since it allows for minimal routing (restrictions like WE, EW, NS, SN, SS, NN,.. 
always force the need for non-minimal paths). Notice that all the routing algorithms pictured at 
Figure 5 follow this requirement, since all the restrictions are: NE, NW, SE, SW (in the case of 
XY), WN, NW, NE, EN (in the case of SR_h), WN, NW, WS, SW (in the case of SR_v), and 
WN, NW (in the case of UD). Other routing algorithms like FX and Turn Model also adhere to 
these conditions, thus they can be implemented with LBDR. 
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Fig.6 The LBDR method 

 

Figure 6 shows the details of LBDR. It relies on the use of only three bits per switch output 
port. Therefore, 12 bits in total per switch. The value of these bits depends on the topology 
and the routing algorithm being implemented, and are computed and uploaded to the switches 
before normal operation (at system boot). 

Bits are grouped in two sets: routing bits and connectivity bits. In our switch HDL model, both 
these sets of bits will be referred to as the LBDR bits. Routing bits indicate which routing 
options can be taken, whereas connectivity bits indicate whether a switch is connected with its 
neighbour or not. 

Regarding the routing bits, the bits for the E output port are labelled R_en and R_es. They 
indicate whether packets routed through the E output port may take the N port or S port at the 
next switch, respectively. In other words, these bits indicate whether packets are allowed to 
change direction at the next switch. For output port N the bits are accordingly labelled R_ne 
and R_nw, for output port W R_wn and R_ws, and for output port S R_se and R_sw. 

Regarding the connectivity bits, each output port has a bit, referred to as C_x indicating 
whether a switch is connected through the x port. Thus, connectivity bits are C_n, C_e, C_w, 
and C_s. 

Figure 7 shows one example of all the bits at every switch for an irregular topology when using 
the SR_h routing algorithm.  

Routing logic of LBDR is divided in two parts (see Figure 6). The first part computes the 
relative position of the packet's destination. For this, two comparators are used and X_curr 
and Y_curr are compared with X_dst and Y_dst. At the output of this logic one or two signals 
may be active (e.g. if the packet is in the NW quadrant then N' and W' signals are active). Note 
also that packets forwarded to the local port are excluded from the routing logic. 
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FIG.7: example of LBDR bits for the SR_h routing al gorithm on a p topology. 

 

Once the N', E', W', and S' signals are computed, the second part of the logic comes into play. 
It consists of four logic units, one for each output port. Each one can be implemented with only 
two inverters, four AND gates and one OR gate. As all of them are similar we describe here 
only the logic associated with the N output port. 

The N output port is considered for routing the incoming packet when either one of the 
following three conditions is met. If none of the conditions is met, then the N port cannot be 
considered for routing the packet (additionally, the connectivity bit C_n is inspected in order to 
filter the N port): 

- The packet's destination is on the same column (N' x neg(E') x  neg(W'). 

- The packet's destination is on the NE quadrant and the packet can take the E port at the next 
switch through the N port (N' x E'  x R_ne). 

- The packet's destination is on the NW quadrant and the packet can take the W port at the 
next switch through the N port (N' x W' x R_nw). 

Notice that, for example, N and E signals could be active at the same time. In this case, the 
switch has to choose among them in the arbiter unit, according whether adaptiveness is 
allowed or the routing algorithm is deterministic, which is our case. 

LBDR will mimic performance in most of the routing algorithms. This is the case for the XY and 
UD routing algorithms. Please observe that in these algorithms, the routing restrictions are 
located in the same relative position through all the rows and columns. LBDR achieves the 
maximum performance of the routing algorithms with very low logic/area requirements. 
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However, there are situations (e.g. routing algorithms like SR) where LBDR induces some 
inefficiencies. An example can be seen in Figure 7. In this case, switch 1 decides to discard 
output port S because its R_sw bit is not active (there is a NW restriction at the next switch 
through the S port). However, in this case, a valid path would be 1-5-9-8. Therefore, LBDR 
reduces adaptiveness. Although LBDR is still working (it always provides a valid set of paths) it 
results in a performance degradation. In order to fix this, extensions to the baseline LBDR 
routing mechanism have been reported in the open literature to overcome the problem, which 
however go beyond the scope of this report (and accompanying library). 

It is important to note that only the bits referring to a routing restriction are set to zero and the 
remaining ones are set to one, even those that refer to switches not existing in the topology 
(for instance bit R_nw at switch 0). However, they must be set to one in order for the 
mechanism to work properly. This can be better seen through an example. Imagine the path at 
Figure 7 from switch 13 to switch 7. At switch 13 the signals N' and W' are active. Also, signals 
N'' and W'' are active. In particular, N'' is activated as R_ne at switch 13 is set to one, although 
it does not make sense for routing purposes. However, this allows the packet to be forwarded 
north, until it reaches switch 5, where it can take the east direction. Notice that output port E 
will never be taken at switches 13 and 9 due to the connectivity bit C_e set to zero. 

Deadlock freedom is guaranteed by the underlying routing algorithm. If packets do not cross 
any routing restriction then no cycle can be formed. Notice that a packet is forwarded by LBDR 
by using the R_xy routing bits, thus, ensuring no routing restriction is crossed. Connectivity is 
also guaranteed since LBDR uses all the possible minimal paths provided by the underlying 
routing algorithm.  

3.2 LBDR INTEGRATION IN THE SWITCH  

LBDR logic has been integrated into the switch architecture. Allocation of inputs towards 
specific output ports is handled by an allocator module for each output port (in practice, this is 
a two phase arbiter). Arbitration is subsequently performed upon receipt of a header flit and 
output ports are granted until a tail flit arrives. Each arbiter handles a match signal which is set 
based on the fact that a given packet is headed to that specific output port. The LBDR outputs 
exactly this signal, generated by reading in and processing the field in the head flit reporting 
destination switch coordinates. There is one LBDR module for each input port. Each allocator 
receives one match signal from every LBDR module: for instance, the East allocator receives 
all East match signals from all LBDR modules. The allocator now just has to discriminate 
between competing requests. LBDR logic therefore fits nicely into the modelled switch 
architecture. Moreover, the used two-phase allocator requires input LBDR modules to activate 
only one routing option each, therefore for certain routing algorithms a filtering logic is 
required. When we consider the simple XY routing algorithm, this  event will never occur, 
hence no filtering is needed. 

3.3 MULTIPLE CORES ATTACHED TO A SWITCH  

LBDR natively supports a large range of routing algorithms for k-ary 2-mesh topologies. 
Although widely used, it is well known that this topology scales poorly with the number of 
nodes and that it incurs a large area and power overhead. Under certain operating conditions, 
concentrated topologies become attractive. Basically, the idea consists of reducing the number 
of topology dimensions or (as in our case) of switches in each dimension of a k-ary n-mesh 
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and to increase the number of cores attached to each switch. This way, bisection bandwidth is 
traded for low latency, area and power. 

 

FIG.8 Ad hoc switch labelling for LBDR to support m ultiple cores per switch. 

LBDR was extended to support multiple cores per switch in concentrated mesh topologies. For 
this purpose, a different labelling scheme for network nodes had to be devised, since LBDR 
originally required the switch coordinates within the 2D mesh. Now, multiple cores might be 
associated with the same switch coordinates. The basic idea is that (see Fig.8) one local core 
inherits the same coordinates of the switch, while the other ones have an incremental x 
coordinate. From a network viewpoint, x coordinates of the switches appear to increase at a 
coarse granularity, where the granularity is determined by the number of cores attached to 
each switch. The figure illustrates the case with 4 cores per switch. 

This implementation has two advantages: (i) the packet head does not need to be changed 
since it still carries the destination switch coordinates; (ii) only the first logic stage of LBDR 
needs to be slightly extended, while the second one is unaltered. 

Modification of the first logic stage of LBDR includes the return of a match signal whenever the 
target y switch coordinate matches that of the local switch AND the target x coordinate falls 
within the range of the x coordinates of the local connected cores. In this case, the packet is 
forwarded to the right local output port. Vice-versa, if the packet is headed to another switch, 
the native LBDR logic can handle this without any modification. This enhancement is 
supported by the provided HDL models. By implementing this extension, it is possible to 
implement 6x6 and 8x8 switches for the support of 2 and 4 cores per switch respectively.  
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3.4 FLOW CONTROL  

 
The modeled switch implements the stall/go flow control protocol. STALL/GO is a very simple 
realization of an ON/OFF flow control protocol. It requires just two control wires: one going 
forward and flagging data availability, and one going backward and signaling either a condition 
of buffers full (“STALL”) or of buffers free (“GO”). STALL/GO can be implemented with 
distributed buffering along the link; namely, every repeater can be designed as a very simple 
two stage FIFO. The sender can do completely without output buffering or can deploy two 
buffers to cope with stalls in the very first link repeater, thus resulting in an overall buffer 
requirement of 2N or 2N + 2 registers, with minimal control logic. Power is minimized since 
any congestion issue simply results in no unneeded transitions over the data wires. 
Performance is also good, since the maximum sustained throughput in absence of congestion 
is of one flit per cycle by design, and recovery from congestion is instantaneous (stalled flits 
get queued along the link towards the receiver, ready for flow resumption). In the NoC domain 
with pipelined links, STALL/GO indirectly reflects the performance of credit-based policies, 
since they exhibit equivalent behaviour. The main drawback of STALL/GO is that no provision 
whatsoever is available for fault handling. Should any flit get corrupted, some complex higher-
level protocol must be triggered. In STALL/GO, output buffers can be optionally skipped. This 
means that the switch logic and the link propagation time (up to the following switch or to the 
first link pipeline stage) can be contributing to the same timing path, which becomes the 
bottleneck for the system.  
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4 NETWORK INTERFACE ARCHITECTURE 

Our GALS NoC library of synchronization interfaces includes a pausible clocking interface. 
Therefore, we also provide a network interface to assess the pausible clocking wrapper. The 
network interface was kept intentionally simple since the main focus here is on the interfacing 
of its back-end (output data and flow control signals) with the GALS wrapper. For this reason, 
the network interface has the following characteristics: 

- It is a network interface initiator , which reads in the signals of a point-to-point 
communication protocol with an IP core and turns them into packets to be injected into the 
network. The IP core can be a processor core  initiating read and write transactions or a 
memory core responding to read requests and therefore generating the read response. In 
the testbench that will explained later on in this document, the network interface initiator is 
connected to the behavioural model of a processor core, hence serves as packet injector 
into the network. 

- The network interface implements an OCP 2.0 standard interface socket . The OCP 
dataflow interface is implemented, including basic signals, addressing extensions and 
burst support signals. In spite of the generality of the supported OCP signals, the network 
interface has been realized to properly handle burst write transactions,  including single 
writes, while the extension to read transactions is left for future work. In fact, this would 
require not only a request channel (the way it is now) but also a response channel, which 
is not useful for the sake of testing GALS interfaces. Write transactions suffice for our 
purposes. The reference burst writes handled by the interface include the request phase 
and the data handshake phase , as illustrated in Fig.9. Of course the interaction between 
MDataValid and SDataAccept can be more complex (in general, arbitrary) than the one 
illustrated in the figure. 

-                           

Fig.9 Prototype of OCP burst write transactions sup ported by the network interface. 
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The packet format supported by the network interface is illustrated in Fig.10, with explicit 
reference to a burst write OCP transactions. The underlying assumption is that the flit width 
throughout the network is 34 bits . 

 

Fig.10 Packet format 

 

An OCP burst write transaction is always turned into at least three flits. The first flit contains 
key control information for both packet routing across the network and command specification 
for the OCP transaction. After the flit type, the switch coordinates for the destination core are 
specified in the format (x,y), typical of regular 2D mesh networks. Then, control fields for the 
OCP transaction are reported: MCmd, MBurstSeq, MBurstLength, MBurstSingleReq, 
MBurstPrecise. The first flit is specified as the head flit type.  

The second flit carries the initial address of the burst write transaction, since the trailing 
addresses will be automatically generated by the receiving OCP interface. From a flit type 
viewpoint, this is a payload flit.  

The third flit carries the first write data word (the first beat of the burst). In case it is a single 
write, then this is interpreted as the tail flit. Instead, if it is a true burst write, this flit and the 
trailing ones containing the remaining 32-bit data words will be flagged as yet other payload 
flits. 

Now, the reason for a 34 bit flit width is clear. We aimed at flits able to carry the entire OCP 
address or data field, therefore we had to reserve 32 bits of the flit to this. The remaining 2 bits 
are flit type bits. Of course, we are assuming OCP data and address fields by 32 bits. 
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4.1 DATAPATH  

 

 

FIG.11 Architecture of the network interface 

Let us now dwell into the datapath of the network interface. It is illustrated in Fig.11. 

All OCP signals are sampled by a barrier of registers at the front-end of the network interface. 
This allows to break the timing paths of the OCP connection. The MAddr field is forwarded to 
the Address translator block, which derives the coordinates of the switch to which the 
destination core is attached to. OCP command fields and routing coordinates are then mixed 
up to build the first flit. This flit is sampled by the output 34-bit register, to which the FSM 
provides the 2-bit flit type.  

Then, in the next cycle the MAddr field is merged with the flit type to generate the second flit. If 
the OCP master has provided the first data word together with the address of the transaction, 
the master has to be blocked during this cycle by driving SDataAccept low.  

In the third cycle, finally data is driven out in the associated payload flit. At this time, the OCP 
master can be unblocked since there is now no chance of overwriting previous data. 

Upon arrival of a stall signal from the downstream switch, the FSM is frozen and propagates 
the stall condition to the OCP master by means of proper OCP signalling. This is due to  the 
fact that the ouput stage now consists of just a 1-slot buffer. 

Finally, upon assertion of MDataLast, the FSM drives the flit type to tail. 
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Please observe that the modelled network interface tries to minimize transaction latency by 
generating packet flits as soon as the needed information from the OCP side become 
available. Other solutions instead tend to store the entire OCP transaction into the network 
interface before generating the corresponding packet.  

From a performance viewpoint, when the OCP master drives the first data word together with 
the address, then the second data work incurs a stall latency of 2 cycles (the time the NI takes 
to drive out the head flit and the first payload flit). After that, data words are changed into flit 1 
per clock cycle, i.e., at full throughput. 
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5 STANDALONE MESOCHRONOUS SYNCHRONIZER 

The loosely coupled mesochronous synchronizer proposed in this section is illustrated in 
Fig.12. 
The circuit receives as its inputs a bundle of NoC wires representing a regular NoC link, 
carrying data and/or flow control commands, and a copy of the clock signal of the sender. 
Since the latter wire experiences the same propagation delay as the data and flow control 
wires, it can be used as a strobe signal for them. The circuit is composed by a front-end and a 
back-end.  
The front-end is driven by the incoming clock signal, and strobes the incoming data and flow 
control wires onto a set of parallel latches in a rotating fashion, based on a counter.  
The back-end of the circuit leverages the local clock, and samples data from one of the latches 
in the front-end thanks to multiplexing logic which is also based on a counter. The rationale is 
to temporarily store incoming information in one of the front-end latches, using the incoming 
clock wire to avoid any timing problem related to the clock phase offset. Once the information 
stored in the latch is stable, it can be read by the target clock domain and sampled by a 
regular flip-flop. Counters in the front-end and back-end are initialized upon reset. 
 
With no more than 2 latches in parallel in the front-end of the synchronizer, it is always 
possible to choose a counter setup so that the sampling clock edge in the back-end captures 
the output of the latches in a stable condition, even accounting for timing margin to neutralize 
jitter. This holds for short-range (i.e., single cycle) mesochronous communication. However, by 
increasing the number of input latches by one more stage it becomes possible to avoid a 
phase detector for counter initialization. This would be desirable due to the timing uncertainty, 
the high area footprint and the non-compliance to a standard cell design flow that affects many 
phase detector implementations. A third latch bank allows to keep latched data stable for a 
longer time window and to even find a unique and safe bootstrap configuration that turns out to 
be robust in any phase skew scenario from -360° to +360°. 
 
Special care is devoted to enforcing timing margins for safe input data sampling. In fact, the 
transmitter clock signal has to be processed at the receiver in order to drive the latch enable 
signals. In actual layouts, this processing time adds up to the routing skew between data and 
strobe and to the delay for driving the latch enable high-fanout nets.  
As a result, the latch enable signal might be activated too late, and the input data signal might 
have already changed.  
In order to make the synchronizer more robust to these events, we make the strobe signal 
transition only on the falling edge of the transmitter clock. This way, we ensure that input data 
sampling occurs in the middle of the clock period. As a result, the latch enable activation has a 
margin of half of the clock cycle to occur.  
 
The network-on-chip architecture considered in this document uses the basic stall/go flow 
control protocol, which implies two control wires: the valid signal propagating together with 
data lines, and the stall/go signal propagating in the opposite direction. This latter signal 
therefore needs a similar but smaller synchronizer instantiated in front of the upstream switch. 
The synchronizers in the forward and in the backward propagating paths add synchronization 
latency to those paths. The increased round-trip latency needs to be reflected in an over-
provisioning of buffering resources at the input of the downstream switch for correct flow 
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control operation. As result, the buffer size of the switch input stage needs to be increased 
from 2 (needed for retiming and flow control in the fully synchronous switch) to 4. 
 

 
 

 

 

 

 

 

 

 

 

 

 

 

FIG.12 Standalone mesochronous synchronizer  

Operation of the synchronizer at regime is illustrated in Fig.13 by means of hand-made 
conceptual waveforms reflecting those observed in SystemC and Verilog simulations. 

 

 

FIG.13 Conceptual waveforms of mesochronous synchro nizer operation. Skews and 
delays for clock propagation and latch enable signa l activation are illustrated. 
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5.1 SOURCE CODE 

This section describes the source code which is uploaded with regard to loosely coupled (i.e., 
standalone) mesochronous synchronizer. It contains the proposed mesochronous 
synchronizer block and the testbench where the block can be experimented. The 
mesochronous synchronizer block and the testbench are uploaded both in SystemC source 
code and in Verilog source code. In particular, the following directories are uploaded: 

·  A first directory contains the SystemC source code of the loosely coupled 
mesochronous synchronizer while a second one contai ns the Verilog source 
code of the same architecture.  This is the source code for the mesochronous 
synchronizer in isolation, ready for plug-and-play insertion into a user’s network-on-
chip. Not only data are synchronized with the local clock domain, but also a valid 
signal. The exact location for its insertion is in front of the switch input port, thus 
motivating the name of “loosely coupled” mesochronous synchronizer.  

·  Other two directories contain the Verilog and SystemC source code of the testbench  
for the loosely coupled mesochronous synchronizer. The next sub-sections are meant 
to be read as an “howto” for the configuration, compilation and execution of the 
testbench code that comes along with this document.  

 
This is the directory hierarchy of the uploaded source code: 

MESO_STANDALONE 

            -----------  SYSTEMC 

  ---------------------- SYNCHRONIZER_SYSTEMC 

  ---------------------- TESTBENCH_SYNCHRONIZER_SYSTEMC 
 

             ----------- VERILOG 
 

  ---------------------- SYNCHRONIZER_VERILOG 

  ---------------------- TESTBENCH_SYNCHRONIZER_VERILOG 
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5.2 SYSTEMC TESTBENCH  

The SystemC testbench consists of a traffic injector and a standalone mesochronous 
synchronizer connected through an end-to-end link designed as a source synchronous 
interface. In order to model the aforementioned SystemC testbench, two clock signals have 
been declared in the main.cpp file: clk and clk_ext. It is possible to change the skew of these 
clock signals by simply editing the clock declaration command. A snippet of code with the 
definitions of the clock waveforms is shown below: 

 

sc_clock clk("clk", 1, 0.5, 0.0) ;  // Set the skew of the local clock. Range: [0.0 : 0.9]  

sc_clock clk_ext("clk_ext", 1, 0.5, 0.5);  // Set the skew of the external (injector) clock. Range:   

                                                              //  [0.0 : 0.9] 

 

Both clocks have a duty cycle of 50% but the skew of clk  (the local domain clock) can be 
different from the skew of clk_ext (the external domain clock). In particular both clk and clk_ext 
skews can range from 0.0 to 0.9 (assuming a clock period of 1ns). 
Due to the fact that clk is the clock of the back-end of the mesochronous synchronizer 
architecture and clk_ext is the clock of the front-end of the same architecture, a skew will 
materialize between the front-end and the back-end. 

 
In order  to generate traffic in the presented testbench, a simple file is uploaded: monitor.h. 
This file injects a series of transactions, synchronous with clk_ext, in the mesochronous 
synchronizer input port. 

Once the skews of the two clocks have been set up and the transactions programmed, the 
testbench needs to be compiled and this can be achieved by typing the command make. If the 
compilation runs smoothly, a testbench.x executable file will be created and the system can be 
simulated by typing ./testbench.x in a normal Linux shell environment. The outcome of this 
operation is a VCD trace file that contains a dump of all the signals of the entire system. In 
order to analyze the .vcd file, a simple wave viewer such as gtkwave (available in most Linux 
distributions) can be utilized.  

 

The testbench has been written in systemC version 2.1 compiled with gcc  version 3.4. Both 
software are available for download respectively at http://www.systemc.org and 
http://gcc.gnu.org  website. In order to configure which version of systemC and gcc is being 
used, please modify Makefile.defs file in the working directory by editing the following 
variables: 

SYSTEMC          ?= /home/systemc-2.1 

CC                =  g++-3.4 

The compilation directory can be clean by typing make clean and the entire testbench can be 
compiled by simply typing the command make. 
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5.3 VERILOG TESTBENCH  

The Verilog testbench models the same architecture of the SystemC testbench: a traffic 
injector and a standalone mesochronous synchronizer each belonging to two adjacent 
mesochronous domains. 
In order to model the Verilog testbench, two clock signals have been declared in the 
testbench.v file: clk_loc and clk_ext. It is possible to change the skew of these clock signals by 
simply editing the clock declaration command. A snippet of code with the definitions of the 
clock waveforms is shown below (assuming a clock period of 2ns): 

initial 

 begin 

    #(0.0); //set the local skew: range [0.0 : 1.9] 

    forever #(1) clk_loc = ~clk_loc; 

  end 

 

initial 

 begin 

    #(0.2); //set the external skew: range [0.0 : 1.9] 

    forever #(1) clk_ext = ~clk_ext; 

  end 

Similarly to the SystemC testbench, both clocks have a duty cycle of 50% and both clk_loc 
and clk_ext skews can range from 0 to 90% of the clock period. Due to the fact that clk_loc is 
the clock of the back-end of the mesochronous synchronizer architecture and clk_ext is the 
clock of the front-end of the same architecture, a relative skew will materialize between the two 
domains of the clock. 

 
In order  to generate traffic in the presented testbench, a simple file is uploaded: stimuli_gen.v. 
This file injects a series of transactions composed by flits (header, payload, tail), synchronous 
with clk_ext, in the mesochronous synchronizer input port. 

It is possible to set the PAYLOAD width (no of payload flits in addition to head and tail flits) 
and the IDLE time between two consecutive transactions in the specs.v file in the config folder 
by simply editing the following code line: 

`define IDLE   10 

`define PAYL_WIDTH   7 

The testbench has been written in Verilog and can be compiled with Modelsim. In particular, 
the entire testbench can be simulated by typing in the Modelsim window the following 
commands: 

vlib work 

vmap ./work 

vlog -sv ./stimuli_gen.v 
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vlog -sv ./testbench.v 

vlog -sv ./rtl/*.v 

vsim -novopt work.testbench 

do ./vsim/wave.do 

run 1000 ns 

It is possible to set the total simulation time by editing the value run  (Es. “run 1000ns”). 
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6 TIGHTLY COUPLED MESOCHRONOUS SYNCHRONIZER 

The proposed synchronizer architecture, integrated into the switch input buffer, takes the same 
design principle of the standalone mesochronous synchronizer (source synchronous data 
transmission, safe storage of data at the receiver side, sampling in the receiver domain only 
when data is stable) but improves baseline architectures and circuits by co-designing them all. 
Our guiding principle consists of tightly integrating the synchronizer module into the 
architecture of the switch input buffer, thus coming up with a multi-purpose architecture block 
taking care of synchronization, buffering and flow control. We view this as a way of minimizing 
architecture overhead when moving from fully synchronous to mesochronous clocking. 

In classic architectures, the mux output of the standalone synchronizer is sampled like any 
other input by the input buffer of the downstream switch. However, our early exploration 
indicates that the area overhead induced in this input buffer as an effect of the added 
synchronization latency is much larger than the synchronizer area itself. This indicates that a 
tighter integration of the synchronizer into the switch input buffer is desirable. In particular, the 
latch enable signals of the synchronizer front-end could be conditioned with backward-
propagating flow control signals, so to exploit input latches as useful buffer stages and not just 
as an overhead for synchronization. Should this be the case, input data would be at first stored 
in the latches and then synchronized. This would allow to completely remove the switch input 
buffer and to replace it with the synchronizer itself. The synchronizer output would then be 
directly fed to the switch arbitration logic and to the crossbar, eventually sampled by the switch 
output buffer/retiming stage. 

The ultimate consequence is that the mesochronous synchronizer becomes the actual switch 
input stage, with its latching stages acting as both buffering and synchronization stages. A side 
benefit is that the latency of the synchronization stage in front of the switch is removed, since 
now the synchronizer and the switch input buffer coincide. The main change required to make 
the new architecture come true is to bring flow control signals to the front-end and back-end 
counters of the synchronizer. 

This solution would still require 4 slot buffers, i.e., 4 latching banks. However, a further 
optimization is feasible. The backward-propagating flow control signal (the stall/go signal, 
originating from the arbiter) could be directly synchronized with the strobe signal in the 
synchronizer front-end before being propagated to the upstream switch. This would save also 
the synchronizer at the transmitter side. In fact, the backward-propagating signal would be 
already in synch with the strobe, which in turn is in synch with the transmitter clock (or which is 
the transmitter clock itself, depending on the specific implementation). The ultimate result is 
the architecture illustrated in Fig.14. For this architecture solution, only 3 latching banks are 
needed in the synchronizer for full bandwidth and lossless communication and to avoid a 
phase detector. In practice, only 1 slot buffer more than the fully synchronous input buffer. The 
tightly coupled synchronizer makes the mesochronous NoC design fully modular like the 
synchronous one, since no external blocks to the switches have to be instantiated for switch-
to-switch communication.  
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FIG.14 Multi-purpose input stage of the mesochronou s switch 

6.1 OPERATING  PRINCIPLE 

In case a GO signal comes from the switch arbiter, at each clock cycle data are latched in the 
input buffers of the synchronizer, synchronized with the local clock and propagated to the 
switch arbiter and crossbar. When a STALL occurs, the output mux keeps driving the same 
output until communication can be resumed. 

While the stall signal gets synchronized with the strobe and reaches the front-end, the front-
end latches keep sampling input flits in a rotating way. When the stall signal finally leaves the 
synchronizer, it will stop the transmission of the upstream switch and the front-end counter 
operation at the same time. At this point, the situation is frozen.  

When then a GO arrives, the output mux becomes operational again. Later, input latches and 
upstream switch resume their operation again at the same time. Please observe that this 
mechanism does not waste bandwidth on flow resumption, since the synchronizer backend 
can immediately start sweeping the output of front-end latches upon receipt of a GO. 

6.2 SOURCE CODE 

This section describes the source code which is uploaded with regard to the tightly coupled 
mesochronous synchronizer. It contains the proposed mesochronous synchronizer block 
serving also as the switch input buffer, together with the testench where the block can be 
experimented. The mesochronous switch is uploaded both in SystemC source code and in 
Verilog source code. In particular, the following directories are uploaded. 
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·  A first directory contains the SystemC source code of the mesochronous switch  
together with its own testbench, while a second one  contains the Verilog source 
code of the same architectures.  

·  When one enters the SystemC or Verilog directories, the differentiated sub-directories 
containing the mesochronous switch microarchitecture and the testbench can be 
clearly seen. In particular, here is the directory hierarchy of the uploaded source code: 

 

MESO_CODESIGNED 

            -----------  SYSTEMC 

  ---------------------- SWITCH_SYSTEMC 

  ---------------------- TESTBENCH_SWITCH_SYSTEMC 
 

             ----------- VERILOG 
 

  ---------------------- SWITCH_VERILOG 

  ---------------------- TESTBENCH_SWITCH_VERILOG 

6.3 SYSTEMC DIRECTORY    

The top level hierarchy file of the SystemC model of the mesochronous switch is switch.h. This 
is the parameterizable (no of switch I/O ports, flit width, switch ID, routing bits for LBDR) model 
of the switch where ALL input ports have the multi-purpose block taking care of mesochronous 
synchronization, input buffering and flow control (stall/go).  See Fig.15. The parameters are: 

ID: switch ID for routing purposes 

LBDR_BITS: routing and connectivity bits for LBDR 

SWITCH_INPUTS: number of switch input ports 

SWITCH_OUTPUT: number of switch output ports 

FLIT_WIDTH: width of the link 



 

GALAXY 
GALS InterfAce for CompleX Digital 

SYstem Integration 

Confid. Level: 

Date : 

Issue: 

Public 

31/10/2009 

1 

 

 

 

 PAGE:  38/70 

 

FIG.15 Switch architecture with tightly coupled mes ochronous synchronizer. 

Let us now dwell into the testbench  for the switch. The testbench consists of a traffic 
injector/ejector module and two cascaded switches. The switches are 6x6 switches with two 
cores connected to each switch (C1 and C2). Traffic is injected through the N(orth) and C1 
ports of switch1, goes across the East-to-West connection between the switches and is 
ejected through ports S(outh) and C1. This is illustrated in Fig.16. 

The figure also illustrates the switch IDs for routing purposes and the configuration of the 
LBDR (routing and connectivity) bits in hexadecimal. Red arrows indicate interaction with the 
traffic injector/ejector. 

 

FIG.16 SystemC testbench for the mesochronous switc h: pictorial overview. 
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Two clock signals have been declared in the main.cpp file: clk and clk_meso. It is possible to 
change the skew of these clock signals by simply editing the clock declaration command. A 
snippet of code with the definitions of the clock waveforms is shown below: 

sc_clock clk("clk", 1, 0.5, 0.0) ;  // Sets the skew of injector and switch1. Range: [0.0 : 0.9]  

sc_clock clk_meso("clk_meso", 1, 0.5, 0.5);  // Sets the skew of switch2. Range: [0.0 : 0.9] 

Both clocks have a duty cycle of 50% but the skew of clk  can be different from the skew of 
clk_meso. In particular both clk and clk_meso skews can range from 0.0 to 0.9 (assuming a 
1ns clock period). 
Due to the fact that clk is the clock of the traffic injector and switch1 and clk_meso is the clock 
of switch2, a relative skew will materialize between the two mesochronous domains. 

 
In order  to generate traffic in the presented testbench, a simple file is uploaded: test.cpp. This 
file injects a series of transactions, synchronous with clk, in the input port  of switch1. 

Once the skews of the two clocks have been set up and the transactions programmed, the 
testbench needs to be compiled and this can be achieved by typing the command make. If the 
compilation runs smoothly, a testbench.x executable file will be created and the system can be 
simulated by typing ./testbench.x in a normal Linux shell environment. The outcome of this 
operation is a VCD trace file that contains a dump of all the signals of the entire system. In 
order to analyze the .vcd file, a simple wave viewer such as gtkwave (available in most Linux 
distributions) can be utilized.  

A snapshot of testbench execution is illustrated in Fig.17. Clearly, conflicting requests from 
ports N and C1 of switch1 are serialized in the commonly requested output, and packets are 
regularly dispatched to their destinations at the output of switch2. 

 

 

FIG.17 Snapshot of SystemC testbench execution 

 

The testbench has been written in systemC version 2.1 compiled with gcc  version 3.4. Both 
software are available for download respectively at http://www.systemc.org and 
http://gcc.gnu.org  website. In order to configure which version of systemC and gcc is being 
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used, please modify Makefile.defs file in the working directory by editing the following 
variables: 

SYSTEMC          ?= /home/systemc-2.1 

CC                =  g++-3.4 

The compilation directory can be clean by typing make clean and the entire testbench can be 
compiled by simply typing the command make. 
 

6.4 VERILOG TESTBENCH  

The Verilog testbench consists of 5 traffic injectors and 1 switch with 5 inputs and 5 outputs. 
Each injector injects traffic at a specific input port in an independent way and belongs to a 
different mesochronous domain with respect to the switch. Therefore, the skew of each clock 
should be set for each injector.  
 
In file testbench.v (the top level file) it is possible to set the clock skews of the 6 mesochronous 
domains. The names of the clock signals are clk, clk_ext0, clk_ext1, …. It is possible to 
change the skew of these clock signals by simply editing the clock declaration commands.  

Similarly to the SystemC testbench, all clocks have a duty cycle of 50% and their skews can 
be tuned. A snippet of the code is as follows (assumption: clock period of 10ns): 

begin 

    #(0.0);        //set the switch skew: range [0.0 : 9.9] 

    forever #(5.0) clk = ~clk;   

  end 

    #(0.0);         //set the first injector skew: range [0.0 : 9.9] 

    forever #(5.0) clk_ext[0] = ~clk_ext[0];  

  end 

    #(0.2);         //set the second injector skew: range [0.0 : 9.9] 

    forever #(5.0) clk_ext[1] = ~clk_ext[1];  

  end 

 
In order  to generate traffic in the presented testbench, a simple file is uploaded: stimuli_gen.v. 
This file injects a series of real transactions composed by flits (header, payload, tail), 
synchronous with clk_ext[i], in the the i-th input port  of the mesochronous switch. 

It is possible to set the PAYLOAD width (no of payload flits, in addition to head and tail flits) 
and the IDLE time between two sequent transactions in the specs.v file in the config folder by 
simply editing the following code line: 

`define IDLE   10 

`define PAYL_WIDTH   7 

The switch ID is 17 with LBDR 0x1983.  
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The only remaining field to be set is the TARGET_PORT in file testbench.v, which denotes the 
configuration of header bits of the packets. This is needed in order to indicate the target output 
port of the switch. E.g.: 

generate 

begin: Traffic_Generator0   

stimuli_gen  GEN_0(   .clk(clk_ext[0]),  

        .rst_n(rst_late),  

        .TARGET_PORT1(14'b00000000000100), 

        .FLIT_out(FLIT_in[0]),  

        .VALID_out(VALID_in[0]),  

        .BWDAUX1_in(BWDAUX1_out[0]) 

     ); 

end 

endgenerate 

indicates that packets from input port 0 (North) have output port East as the final destination.  

The testbench has been configured in such a way that packets at all input ports are headed to 
the same output port E(ast), thus testing the behavior of the switch under congestion.  

The testbench has been written in Verilog and can be compiled with Modelsim. In particular, 
the entire testbench can be simulated by typing in the Modelsim window the following 
commands: 

vlib work 

vmap ./work 

vlog -sv ./stimuli_gen.v 

vlog -sv ./testbench.v 

vlog -sv ./rtl/*.v 

vsim -novopt work.testbench 

do ./vsim/wave.do 

run 1000 ns 

It is possible to set the total simulation time by editing the value run  (Es. “run 1000ns”). 
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7 STANDALONE DUAL-CLOCK FIFO ARCHITECTURE 

The main goal of our proposed FIFO is to interface two synchronous systems having different 
clock signals.  Each system is synchronous with its own clock signal but can be asynchronous 
(frequency and/or phase) to the others. The challenge of this architecture is to hide all 
synchronization issues while respecting the FIFO protocol on each interface. Furthermore, this 
architecture is scalable and synthesizable with a standard cell design flow without using 
custom cells.  
  
The dual-clock FIFO (see Figure 18) has been designed directly for use in a NoC 
implementing the stall/go flow control protocol. The queuing and dequeuing of data elements 
in the FIFO follow the following protocol. The data_in is queued into the FIFO, if and only if the 
valid_in signal is true and the full signal is false at the falling edge of clk_Tx. Again, operation 
is triggered at the clock falling edge to preserve timing margins. Symmetrically, data is 
dequeued to data_out, if and only if the RX_stall/go signal is false (go) and the empty signal is 
false at the rising edge of Clk_Rx.  The clear partitioning of the sender and receiver interfaces 
into synchronous and independent interfaces is designed to facilitate timing closure for the 
modules connected to the FIFO ports. 
  
As shown in Figure 18, the bisynchronous FIFO architecture is composed of 2 token ring 
counters. In the sender interface, the token ring counter is driven by the Clk_Tx, synchronous 
to incoming data. It generates the write pointer indicating the position to be written in the data 
buffer. In the receiver interface, the token ring counter is driven by the local clock, Clk_Rx. It 
generates the read pointer indicating the position to be read in the data buffer. The data buffer 
contains the data storage of the FIFO, which is parameterizable. 
  
Full and empty detectors signal the fullness and the emptiness of the FIFO. In our solution, 
these detectors perform asynchronous comparisons between the FIFO write and read pointers 
that are generated in clock domains that are asynchronous to each other. The asynchronous 
FIFO pointer comparison technique uses few synchronization flip-flops to build the FIFO.  
The Full detector computes the Full signal using the write pointer and read pointer contents. 
The Full detector requires N two-input AND gates, one N-input OR gate, where N is the FIFO 
depth. The detector computes the logic AND operation between the Write and Read pointer 
and then collects it with an OR gate, obtaining logic value 1 if the FIFO is full, 0 otherwise.  
The FIFO is considered full when the write pointer points to the previous position of the read 
pointer. Viceversa, the FIFO is considered empty when the write pointer points to the same 
position of the read pointer. 
 
Assertion of the empty_tmp signal is synchronous to the Clk_Rx-domain, since empty_tmp 
can only be asserted when the read pointer is incremented, but de-assertion of the empty_tmp 
signal happens when the write pointer is increased, which is an asynchronous event to 
Clk_Rx. On the contrary, assertion of the full_tmp signal is synchronous to the Clk_Tx domain, 
since full_tmp can only be asserted when the write pointer is incremented, but de-assertion of 
full_tmp happens when the read pointer increments, which is an asynchronous event to 
Clk_Tx. As a consequence, the full_tmp and empty_tmp signals, coming out of an 
asynchronous comparison of read and write pointers, need to be synchronized by means of 
carefully engineered brute force synchronizers (zoomed in Fig.19).  
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Fig.18 Pictorial overview of the dual-clock FIFO ar chitecture 
 

Because the de-assertion of empty_tmp occurs on a falling Clk_Tx edge and because the 
rx_empty signal is clocked by the Clk_Rx, the two-flip-flop synchronizer (shown at the bottom 
right of Fig.18 and in Fig.19) is required to remove metastability that could be generated by the 
first rx_empty flip-flop. In fact, metastability can occur because of the asynchronous de-
assertion of its preset control. Also the removal of the preset signal on the second flip-flop can 
violate the recovery time.  But in this case the second flip-flop will not go metastable because 
the preset to the flip-flop has forced the output high so far and the input to the same flip-flop is 
also high, which we believe is not subject to a recovery time instability on the flip-flop. This is 
further proven in the open literature. The second flip flop cannot therefore go metastable 
because of the asynchronous preset deassertion. 

 

 

 

 

 

 

 

Fig.19 Synchronization of the asynchronous full/emp ty signals in the 
producer/consumer domains. 
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Conversely, the sender token ring is sensitive to falling Clk_Tx edge, so the leading edge of 
full_tmp is properly synchronous with the falling Clk_Tx. On the contrary, the trailing edge 
needs to be synchronized to the Clk_Tx, since it is driven by a synchronous event with 
Clk_Rx. This is done in a two-stage synchronizer that generates tx_full (Figure 18 and 19).  

The tx_full signal could be generated in a symmetrical equivalent way with respect to rx_empty 
but an optimization is required to satisfy proper timing constraints. In fact the proposed FIFO is 
designed to be coupled with a NoC switch/network interface architecture supporting the 
STALL/GO flow control. Since tx_full signal generated by the two-flop synchronizer coincides 
with the stall/go signal propagated upstream, it will be routed on the link in the direction of the 
sender and therefore needs to be generated on the rising edge of Clk_Tx. In this way the 
timing margin since the strobe edge occurs at the transmitter switch until the backward 
propagating flow control signal comes back is one clock cycle.  

In order to meet this timing constraint, the two-flop synchronizer that generates tx_full samples 
on the rising edge of Clk_Tx and full_tmp does not preset the second tx_full flip-flop. In 
particular, when a FIFO-write operation causes a full condition on the falling edge of Clk_Tx, 
the full_tmp signal is consequently asserted and presets the first tx_full flip-flop. Therefore, 
assertion of the tx_full  signal occurs on the next rising edge of Clk_Tx, and it can in turn be 
safely sampled by the counter on the next falling edge of the same clock. In practice, the token 
ring counter cannot progress any more since the detection of the full condition. This 
mechanism relieves the round-trip dependency, since the stall/go signal leaves the FIFO as 
soon as the rising edge of Clk_Tx arrives and samples it, without waiting for the next falling 
edge. 
Finally, when a FIFO-read operation takes place, the read pointer is incremented and the 
full_tmp signal is de-asserted, thus releasing the preset control of the first tx_full flip-flop. 
Then, because of the low logic value driving the input port of the first tx_full flip-flop, the FIFO 
will de-assert the tx_full signal after two rising edges of Clk_Tx. Because the de-assertion of 
full_tmp occurs on a rising Clk_Rx and because tx_full is clocked by the Clk_Tx, the two-flop 
synchronizer is required to remove metastability that could be generated by the first tx_full flip 
flop. 
Large FIFO buffer area/power can be saved by minimizing the elapsed clock cycles between 
the full/empty detection and the write/read suspension. For this purpose, the proposed 
architecture benefits of optimized full/empty synchronizers having asynchronous preset 
control. 

Figure 20 shows FIFO waveform in case the transmitter frequency is higher then the receiver 
frequency. Since the receiver is slower then the sender, the FIFO will generate periodically 
tx_full  assertion and de-assertion. 

During T2, pointers’ content has WPi = RPi+1 and full_tmp is asserted, setting full_set on 
falling Clk_Tx edge. During T3, on the rising Clk_Tx edge, the second tx_full flip-flop will 
sample a high value and will drive tx_full signal high. In T3, on the falling Clk_Tx edge, the 
token ring will receive a high tx_full and will interrupt the data write. Then the elapsed clock 
cycle between detection of a full assertion and the write suspension is reduced to one clock 
cycle. 

Finally, during T3, read_pointer shifts and full_tmp is de-asserted on rising Clk_Rx edge. 
Consequently, during T4 full_set is de-asserted and during T5 also tx_full is de-asserted, 
synchronously with Clk_Tx. Then, in T5 the sender domain’s token ring restars to shift 
regularly the write_pointer on the falling Clk_Tx edge. Thus, elapsed clock cycles between 
full_set de-assertion and the write_pointer shift are reduced to one and a half clock cycles. 
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Fig.20 Dual-clock FIFO operation: receiver slower t han transmitter  

In contrast, the case when the transmitter frequency is lower then the receiver frequency is 
analysed next. Since the read_pointer shift is faster then the write_pointer one, the FIFO will 
generate periodically rx_empty assertion and de-assertion. Symmetrically, the elapsed clock 
cycles between detection of an empty assertion and the read suspension is just one clock 
cycle. Differently from the previous case, the elapsed clock cycles between empty_set de-
assertion and the read_pointer shift is two clock cycles, since the receiver domain’s token ring 
needs half a clock cycle more to sample rx_empty due to the 2-flop synchronizer latency. 

Since elapsed time between detection of empty/full and read/write suspension is one clock 
cycle, no quasi-full and quasi-empty detection need to be implemented and underflow/overflow 
is avoided. 

On the contrary, slower empty/full de-assertion doesn’t introduce errors in the FIFO activity but 
it can impact the FIFO throughput. Then the throughput of the bi-synchronous FIFO was 
analysed as a function of the FIFO depth. We experimentally demonstrated (and reported in 
Deliverable D13) that the proposed dual-clock FIFO architecture guarantee s 100% 
throughput in presence of a FIFO depth of 5.  For a FIFO depth of 5 or above, the 
synchronization latency has no impact on throughput and the FIFO is able to deliver one word 
per cycle (100% throughput). It is however possible to get 100% throughput also when the 
depth is lower than 5 for specific ranges of transmitter/receiver relative speeds. See 
Deliverable D13 of the Galaxy project for further details. 

7.1 SOURCE CODE 

This section describes the source code which is uploaded with regard to the standalone dual-
clock FIFO synchronizer. It contains the proposed dual-clock FIFO architecture block and the 
testbench where the block can be experimented. The dual-clock FIFO and the testbench are 
uploaded both in SystemC source code and in Verilog source code. In particular, the following 
directories are uploaded: 
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·  A first directory contains the SystemC source code of the loosely coupled (i.e., 
standalone) dual-clock FIFO while a second one contains the Verilog source code of 
the same architecture. This is the source code for the dual-clock FIFO in isolation, 
ready for plug-and-play insertion into the network-on-chip, provided this latter is 
compliant with the stall/go flow control protocol. The exact location for its insertion is in 
front of the switch input port (or of the network interface input buffer), thus motivating 
the name of “loosely coupled” bi-synchronous FIFO.  

·  Two separate directories contain the Verilog and SystemC source code of the 
testbench for the dual-clock FIFO. The next sub-sections are meant to be read as a 
“howto” for the configuration, compilation and execution of the testbench code that 
comes along with this document. The directory hierarchy of the uploaded source code 
is as follos: 

BISYNCHFIFO_STANDALONE 

            -----------  SYSTEMC 

  ---------------------- DUALCLOCK_FIFO_SYNCHRONIZER_SYSTEMC 

  ---------------------- TESTBENCH_DUALCLOCK_SYNCHRONIZER_ SYSTEMC 
 

             ----------- VERILOG 
 

  ---------------------- DUALCLOCK_FIFO_SYNCHRONIZER _VERILOG 

  ----------------------  TESTBENCH_DUALCLOCK_SYNCHRONIZER_VERILOG 
 

7.2 SYSTEMC TESTBENCH  

The testbench for the dual-clock FIFO consists of a traffic injector connected to the input port 
of the standalone dual-clock FIFO through a source synchronous link. Hence, the back-end of 
the dual-clock FIFO in practice lies in a different clock domain with respect to the front-end and 
to the traffic injector. 
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In order to model this SystemC testbench, two clock signals have been declared in the 
main.cpp file: clk and clk_ext. It is possible to change the frequency of these clock signals by 
simply editing the clock declaration command. A snippet of code with the definitions of the 
clock waveforms is shown below: 

 

sc_clock clk("clk", 5) ;               // Set the local clock frequency. Range: [1.0 : 15.0]  

sc_clock clk_ext("clk_ext", 2);  // Set the external clock frequency. Range: [1.0 : 15.0] 

 

Both clocks have a duty cycle of 50% but the target period of clk  (the local domain clock 
frequency) can be set with a different value of the target period of clk_ext (the external domain 
clock frequency). In particular both clk and clk_ext  target periods have been tested in a  range 
from 1.0ns to 15.0ns. Our place-and-route experiments in 65nm UMC technology proved that 
each of the two domains can be as fast as 0.8ns, and performed experiments with the slowest 
domain being up to 15x slower than the one at maximum performance. 
Due to the fact that clk is the clock of the back-end of the dual clock FIFO architecture and 
clk_ext is the clock of the front-end of the same architecture, the synchronizer will work with 
two different clock frequencies at its I/O interfaces. 

 
In order  to generate traffic in the presented testbench, a simple file is uploaded: monitor.h. 
This file injects a series of transactions in the dual clock FIFO input port unless a STALL signal 
is asserted from the synchronizer. The injected transactions will be synchronous with clk_ext. 

 

Once the clock frequencies have been set up and the transactions programmed, the testbench 
needs to be compiled and this can be achieved by typing the command make. If the 
compilation runs smoothly, a testbench.x executable file will be created and the system can be 
simulated by typing ./testbench.x in a normal Linux shell environment. The outcome of this 
operation is a VCD trace file that contains a dump of all the signals of the entire system. In 
order to analyze the .vcd file, a simple wave viewer such as gtkwave (available in most Linux 
distributions) can be utilized.  

 

The testbench has been written in systemC version 2.1 compiled with gcc  version 3.4. Both 
software are available for download respectively at http://www.systemc.org and 
http://gcc.gnu.org  website. In order to configure which version of systemC and gcc is being 
used, please modify Makefile.defs file in the working directory by editing the following 
variables: 

 

SYSTEMC          ?= /home/systemc-2.1 

CC                =  g++-3.4 

 

The compilation directory can be clean by typing make clean and the entire testbench can be 
compiled by simply typing the command make. 
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7.3 VERILOG TESTBENCH  

An identical testbench has been modeled in Verilog. For this purpose, two clock signals have 
been declared in the testbench.v file: clk_loc and clk_ext. It is possible to change the 
frequency of these clock signals by simply editing the clock declaration lines. A snippet of code 
with the definitions of the clock waveforms is shown below: 

 

�L�Q�L�W�L�D�O��

���E�H�J�L�Q��

������������������������ ��

���������I�R�U�H�Y�H�U�����������������������������������F�O�N�B�O�R�F��� ���a�F�O�N�B�O�R�F�����������V�H�W���W�K�H���O�R�F�D�O���F�O�R�F�N���V�H�P�L�S�H�U�L�R�G�����U�D�Q�J�H���>���������������������@��

�����H�Q�G��

 

�L�Q�L�W�L�D�O��

���E�H�J�L�Q��

������������������������ ��

���������I�R�U�H�Y�H�U�����������������������������������F�O�N�B�H�[�W��� ���a�F�O�N�B�H�[�W�����������V�H�W���W�K�H���H�[�W�H�U�Q�D�O���F�O�R�F�N���V�H�P�L�S�H�U�L�R�G�����U�D�Q�J�H���>���������������������@��

�����H�Q�G��

��

Similarly to the SystemC testbench, both clocks have a duty cycle of 50% and both clk_loc 
and clk_ext frequency can range from 1.0 to 15.0 (tested post-place&route range). Due to the 
fact that clk_loc is the clock of the back-end of the dual clock FIFO architecture and clk_ext is 
the clock of the front-end of the same architecture,  the block will work at two different clock 
frequencies. 

 

In order  to generate traffic in the presented testbench, a simple file is uploaded: stimuli_gen.v. 
This file injects a series of real transactions composed by flits (header, payload, tail), 
synchronous with clk_ext, in the dual clock FIFO input port. 

It is possible to set the PAYLOAD width and the IDLE time between two sequent transactions 
in the specs.v file in the config folder by simply editing the follow code line: 

 

�C�G�H�I�L�Q�H���,�'�/�(������ ������

�C�G�H�I�L�Q�H���3�$�<�/�B�:�,�'�7�+����������
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The testbench has been written in Verilog and can be compiled with Modelsim. In particular, 
the entire testbench can be simulated by typing in the Modelsim window the following 
commands: 

 

�Y�O�L�E���Z�R�U�N��

�Y�P�D�S�������Z�R�U�N��

�Y�O�R�J�����V�Y�������V�W�L�P�X�O�L�B�J�H�Q���Y��

�Y�O�R�J�����V�Y�������W�H�V�W�E�H�Q�F�K���Y��

�Y�O�R�J�����V�Y�������U�W�O���
���Y��

�Y�V�L�P�����Q�R�Y�R�S�W���Z�R�U�N���W�H�V�W�E�H�Q�F�K��

�G�R�������Y�V�L�P���Z�D�Y�H���G�R��

�U�X�Q�������������Q�V��

��

�,�W���L�V���S�R�V�V�L�E�O�H���W�R���V�H�W���W�K�H���W�R�W�D�O���V�L�P�X�O�D�W�L�R�Q���W�L�P�H���E�\���H�G�L�W�L�Q�J���W�K�H���Y�D�O�X�H���U�X�Q�������(�V�����¯�U�X�Q�����������Q�V�°���� 
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8 TIGHTLY COUPLED DUAL-CLOCK FIFO 

The proposed dual-clock FIFO synchronizer is proposed also when tightly integrated into the 
downstream switch architecture. In fact, the basic idea is to share the buffering resources of 
the bi-synch FIFO with those of the switch input stage, thus resulting in a more compact and 
higher performance realization. As illustrated in Fig.21, the integration does not present any 
additional problem with respect to that of the mesochronous synchronizer. The data buffer of 
the dual-clock FIFO is very similar to the architecture of a standard FIFO buffer for switch 
buffering, therefore the bi-synch FIFO integration does not have major implications on the 
switch critical path.  
Moreover, the stall/go signal is provided by the arbiter, which receives the valid signal as an 
input. At the opposite interface (the front-end of the synchronizer), the full signal generated by 
the synchronizer is propagated upstream as the stall/go signal of the flow control protocol. 
In contrast to the mesochronous synchronizer, that  implemented a 3 slot buffer (minimum), 
the dual-clock FIFO requires 5 slots for full bandwidth operation. Full bandwidth is denoted as 
the condition where the slowest interface of the bi-synch FIFO can handle one data word 
every clock cycle. 
Finally, please notice that in the figure we just consider one port as tightly coupled with the 
synchronizer, while all other ports are undefined. They could be of the same type (tightly 
coupled dual-clock FIFOs), but also tightly coupled mesochronous synchronizers or standard 
synchronous buffers. The presented architecture is therefore very flexible. For the sake of 
simplicity, the HDL models of the switch with tightly coupled dual-clock FIFO will have such 
dual-clock FIFO on EACH input port, without lack of generality. Similarly, HDL models of 
mesochronous switches will have a tightly coupled mesochronous synchronizer on EACH 
input port. 
 

 

FIG.21: Tight integration of the dual-clock FIFO sy nchronizer into the switch 
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8.1 SOURCE CODE 

This section describes the source code which is uploaded with regard to the tightly coupled 
dual-clock FIFO synchronizer. It contains the proposed dual clock FIFO synchronizer block 
serving also as the switch input buffer, together with the testbench where the block can be 
experimented. The dual clock FIFO switch is uploaded both in SystemC source code and in 
Verilog source code. In particular, the following directories are uploaded. 

 

·  A first directory contains the SystemC source code of the dual-clock FIFO switch  
together with its own testbench, while a second one  contains the Verilog source 
code of the same architectures.  

·  When one enters the SystemC or Verilog directories, the differentiated sub-directories 
containing the dual clock FIFO switch microarchitecture and the testbench can be 
clearly seen. 

 

BISYNCFIFO_CODESIGNED 

            -----------  SYSTEMC 

  ---------------------- SWITCH_SYSTEMC 

  ---------------------- TESTBENCH_SWITCH_SYSTEMC 
 

             ----------- VERILOG 
 

  ---------------------- SWITCH_VERILOG 

  ---------------------- TESTBENCH_SWITCH_VERILOG 
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8.2 SYSTEMC DIRECTORY    

The top level hierarchy file of the SystemC model of the dual clock FIFO switch is switch.h 

This the parameterizable (no of switch I/O ports, flit width, switch ID, routing bits for LBDR) 
model of the switch where ALL input ports have the multi-purpose block taking care of dual-
clock FIFO synchronization, input buffering and flow control (stall/go). See Fig.22. 

The parameters in the model are: 

ID: switch ID for routing purposes 

LBDR_BITS: routing and connectivity bits for LBDR 

SWITCH_INPUTS: number of switch input ports 

SWITCH_OUTPUTS: number of switch output ports 

FLIT_WIDTH: width of the link 

 

FIG.22  2x2 switch architecture modeled in SystemC with input dual-clock FIFOs. 

 

Let us now dwell into the testbench  for the switch. 

The testbench consists of a traffic injector/ejector module and two cascaded switches. The 
switches are 6x6 switches with two cores connected to each switch (C1 and C2). Traffic is 
injected through the N(orth) and C1 ports of switch1, goes across the East-to-West connection 
between the switches and is ejected through ports S(outh) and C1. This is illustrated in Fig.23. 

The figure also illustrates the switch IDs for routing purposes and the configuration of the 
LBDR (routing and connectivity) bits. 
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FIG.23 SystemC testbench for the switch with tightl y coupled dual-clock FIFOs. 

 

Two clock signals have been declared in the main.cpp file: clk and clk_2. It is possible to 
change the frequencies of these clocks signals by simply editing the clock declaration 
command. A snippet of code with the definitions of the clock waveforms is shown below: 

�V�F�B�F�O�R�F�N���F�O�N�����F�O�N�������������������������������6�H�W�V���W�K�H���I�U�H�T�X�H�Q�F�\���R�I���L�Q�M�H�F�W�R�U���D�Q�G���V�Z�L�W�F�K��������

�V�F�B�F�O�R�F�N���F�O�N�B�P�H�V�R�����F�O�N�B�����������������������������������������������6�H�W�V���W�K�H���I�U�H�T�X�H�Q�F�\���R�I���V�Z�L�W�F�K������

The frequency of clk  can be different from the frequency of clk_2. Due to the fact that clk is 
the clock of the traffic injector and switch1 and clk_2 is the clock of switch2, the two clock 
domains end up working at different speeds and need synchronization inbetween. 

 
In order  to generate traffic in the presented testbench, a simple file is uploaded: test.cpp. This 
file injects a series of transactions, synchronous with clk, in the input port  of switch1. 

 

Once the frequencies of the two clocks have been set up, the testbench needs to be compiled 
and this can be achieved by typing the command make. If the compilation runs smoothly, a 
testbench.x executable file will be created and the system can be simulated by typing 
./testbench.x in a normal Linux shell environment. The outcome of this operation is a VCD 
trace file that contains a dump of all the signals of the entire system. In order to analyze the 
.vcd file, a simple wave viewer such as gtkwave (available in most Linux distributions) can be 
utilized.  

 

The testbench has been written in systemC version 2.1 compiled with gcc  version 3.4. Both 
software are available for download respectively at http://www.systemc.org and 
http://gcc.gnu.org  website. In order to configure which version of systemC and gcc is being 
used, please modify Makefile.defs file in the working directory by editing the following 
variables: 
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�6�<�6�7�(�0�&���������������������"� �����K�R�P�H���V�\�V�W�H�P�F����������

�&�&�������������������������� ������� �����J��������������

The compilation directory can be cleaned by typing make clean and the entire testbench can 
be compiled by simply typing the command make. 
 
Below (Fig.24) it is possible to see a screenshot of the VCD results after the simulation: 
 

 
FIG.24 Snapshot of SystemC simulation of the multip le clock domains 

 
We can notice the different frequencies clock  and clock2 , the 2 burst writes which are input to 
the first switch FLIT_in_C1  and FLIY_in_N  and the stall received from the second switch 
BWDAUX1_out_C1. These data are serialized through FLIT_out_E  and sent to the second 
switch which is in a different clock domain. The second switch sends the data alternatively to 
the C1 and S ports (2_FLIT_out_C1  and 2_FLIT_out_S ).  
 

8.3 VERILOG TESTBENCH  

The Verilog testbench consists of 5 traffic injectors and 1 switch with 5 inputs and 5 outputs. 
Each injector injects traffic at a specific input port in an independent way and belongs to a 
different  clock domain with respect to the switch. Therefore, the frequency of each clock 
signal should be set for each injector.  
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In file testbench.v (the top level file) it is possible to set the clock frequencies of the 6  
domains. The names of the clock signals are clk, clk_ext0, clk_ext1, …. It is possible to 
change the frequency of these clock signals by simply editing the clock declaration command.  

A snippet of the code is as follows 

begin 

    #(0.0);         

    forever #(5.0) clk = ~clk;  //set the switch frequency 

  end 

    #(0.0);          

    forever #(3.0) clk_ext[0] = ~clk_ext[0]; //set the first injector frequency 

  end 

    #(0.0);          

    forever #(7.0) clk_ext[1] = ~clk_ext[1]; //set the second injector frequency 

  end 

In order  to generate traffic in the presented testbench, a simple file is uploaded: stimuli_gen.v. 
This file injects a series of transactions composed by flits (header, payload, tail), synchronous 
with clk_ext[i], in the i-th input port (dual-clock FIFO) of the switch. 

It is possible to set the PAYLOAD width (no of payload flits, in addition to head and tail flits) 
and the IDLE time between two sequent transactions in the specs.v file in the config folder by 
simply editing the following code line: 

�C�G�H�I�L�Q�H���,�'�/�(������ ������

�C�G�H�I�L�Q�H���3�$�<�/�B�:�,�'�7�+����������

The switch ID is 17 with LBDR 0x1983.  The only remaining field to be set is the 
TARGET_PORT in file testbench.v, which denotes the configuration of packet header. E.g.: 

generate 

begin: Traffic_Generator0   

stimuli_gen  GEN_0(   .clk(clk_ext[0]),  

        .rst_n(rst_late),  

        .TARGET_PORT1(14'b00000000000100), 

        .FLIT_out(FLIT_in[0]),  

        .VALID_out(VALID_in[0]),  

        .BWDAUX1_in(BWDAUX1_out[0]) 

     ); 

end 

endgenerate 
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indicates that packets from input port 0 (North) have output port East as the final destination.  

The testbench has been configured in such a way that all input ports require for output port E, 
thus testing the behavior of the switch under congestion.  

The testbench has been written in Verilog and can be compiled with Modelsim. In particular, 
the entire testbench can be simulated by typing in the Modelsim window the following 
commands: 

�Y�O�L�E���Z�R�U�N��

�Y�P�D�S�������Z�R�U�N��

�Y�O�R�J�����V�Y�������V�W�L�P�X�O�L�B�J�H�Q���Y��

�Y�O�R�J�����V�Y�������W�H�V�W�E�H�Q�F�K���Y��

�Y�O�R�J�����V�Y�������U�W�O���
���Y��

�Y�V�L�P�����Q�R�Y�R�S�W���Z�R�U�N���W�H�V�W�E�H�Q�F�K��

�G�R�������Y�V�L�P���Z�D�Y�H���G�R��

�U�X�Q�������������Q�V��

�7�K�L�V���V�F�U�L�S�W���L�V���Z�U�L�W�W�H�Q���L�Q���W�K�H���I�L�O�H�����������9�(�5�,�/�2�*���W�H�V�W�E�H�Q�F�K�B�V�\�Q�F�K�U�R�Q�L�]�H�U�B�9�(�5�,�/�2�*���Y�V�L�P���V�F�U�L�S�W���W�F�O��

�,�W���L�V���S�R�V�V�L�E�O�H���W�R���V�H�W���W�K�H���W�R�W�D�O���V�L�P�X�O�D�W�L�R�Q���W�L�P�H���E�\���H�G�L�W�L�Q�J���W�K�H���Y�D�O�X�H���U�X�Q�������(�V�����¯�U�X�Q�����������Q�V�°������
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9 PAUSIBLE CLOCKING INTERFACE 

A detailed study on GALS interfaces has been reported in Work-Package 2. When 
considering GALS interface for pausible clocking the wrappers play a vital role. The main 
purpose of the asynchronous wrapper is to mediate between the pure synchronous domain of 
the Local-synchronous (LS) module and its asynchronous environment in a way that ensures 
data are correctly transferred across their respective boundaries. The main components to 
take the crucial responsibility of the asynchronous wrapper for the Pausible clocking scheme 
are the port controllers. Hence the choices of port-controllers play a big role and differ for 
different applications. A port controller is responsible for managing all data transfers on a 
particular port of a block in a GALS system. It gets enabled by the LS synchronous module 
and has to synchronize data transmission and local clock phases. The port controllers are 
implemented using Asynchronous finite state machines thereby making them transfer data fast 
and efficiently. The two main families of port controllers are:   

1. Poll-type (P-type) port issues the request for clock stretching exclusively to prevent 
metastability and thus ensures data correctness.  

2. Demand-type (D-type) ports also ensure data integrity on the transfer channel but add a 
feature similar to clock gating. As soon as they are enabled they stop the local clock and 
release it as soon as the required transfer has taken place.  

This is the accompanying document of the pausible clocking interface for a simple network 
interface architecture. The NI is kept simple so to be able to focus on the design and test of 
the pausible clocking wrapper, and can be customized for the specific user’s needs at a later 
stage. Since the released NI instance has a 1-slot buffer, it turns out that the Demand-type 
port controllers are best fitted for this architecture as we don’t want the NI to keep generating 
flits while the handshaking is taking place. The architecture of this GALS interface is presented 
in the remaining part of the section. Figure 25 shows the interface signals of the GALS 
wrapper. On the left-hand side of the wrapper, a network interface initiator is assumed to be 
connected, while on the right-hand side we assume an asynchronous switching fabric. 

 

Fig. 25: GALS Interface with the Handshake (HS) Gen erator 
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9.1 ARCHITECTURE OF THE GALS  WRAPPER  

We have designed wrappers for the NI which employs the STALL/GO flow control 
protocol. STALL/GO is a very simple realization of an ON/OFF flow control protocol. It requires 
just two control wires: one going forward and flagging data availability, and one going 
backward and signaling either a condition of buffers full (“STALL”) or of buffers free (“GO”).  

On the other hand, GALS interface to the asynchronous world is done by 4-phase or 
level signaling. A complete cycle involves four events: Req+, Ack+, Req- and Ack-. For the 
Demand-type port controller, we observed the natural inheritance of the STALL by the 4-phase 
handshake. Let’s assume that the NI is connected to an asynchronous switch signaling 4-
phase handshake between them. In the STALL/GO protocol the STALL is raised by the 
receiver when the input-buffer of the receiver is full. In the context of a switch, a STALL is 
raised when the switch is busy or if the input port to the specific NI is full. This is naturally 
reflected by the Ack signal back to the port-controller. Ack+ is given as a response to the Req+ 
only upon available resources from the switch. Hence, Req+ is maintained until the Switch 
responds back with Ack+. Now we have to make sure that the data out from the NI is 
unchanged until the complete 4-phase handshake is realized. Therefore, the STALL port of the 
NI can be grounded when the GALS interface is plugged as the STALL signal is inherited by 
the 4-phase handshake. 

In the following subsection we dwell into the details of the Handshake controller. Figure 
26 shows the signal transition graph as well as the synthesized netlist of the demand-type port 
controller studied in this document. Valid high activates the AFSM and keeps it running.   



 

GALAXY 
GALS InterfAce for CompleX Digital 

SYstem Integration 

Confid. Level: 

Date : 

Issue: 

Public 

31/10/2009 

1 

 

 

 

 PAGE:  59/70 

 

Figure 26. Handshake Port-controller. (a) Signals a t the interface. (b) Signal Transition 
Graph (STG). 

When the NI initiates a data transfer, it asserts valid high and issues the new flitout. A 
valid high triggers the AFSM by enabling the port (Pen+). Activation of port enable (Pen+) 
drives the request high (Ri+) thereby pausing the local clock which responds back with an Ai+. 
Ai+ raises the request (Req+) thereby initiating the 4-phase handshake. The acknowledgment 
is raised (Ack+) by the receiver (switch) signalling the acceptance of the data, which is latched 
by the Ack+. Ack+ drives Ta high (Ta+) and the request low (Req-). Ta+ toggles the port 
enable to its initial state (Pen-). Where as the Req- is followed by Ack- to compete the 4-phase 
handshake. A low state of the Pen and Ack initiates Ri-, signalling the plausible clock controller 
to restart the clock. An Ai- is followed by Ta- which will restart the AFSm if the valid is high for 
the next cycle. Figure 26b depicts the signal transition graph of the 6-ports (Pen, Ta, Ri, Ai, 
Req, Ack). The adapter to activate the AFSM continuously by the valid is plugged after the 
synthesis of the STG. Petrify, an AFSM synthesis tool, is able to convert the STG description 
into a set of Boolean equations, or even a gate-level netlist. The synthesized gate-level netlist 
of the proposed AFSM is shown in Figure 27. The shaded portion with an input valid signal is 
plugged in after the synthesis of the STG which only comprises of 6-ports as mentioned 
above.  
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Figure 27: Synthesized port controller 

 

9.2 VALIDATION  OF THE GALS  WRAPPER 

The port-controller is synthesized using certain timing assumptions. When attaching 
the port-controller to the NI these assumptions should be validated. In the following sub-
section we present the validation of the port controller when plugged to the NI. Firstly, we 
present the SystemC testbench for the synchronous NI and the GALS wrapper with a Pausible 
clock generator.  Figure 28  presents the functional testbench of the NI with the GALS 
wrapper. The presented simulation platform is also our deliverable for this workpackage and is 
available as open source code. Since we do not have an in house asynchronous switch, we 
employed a simple systemC module in place of it where Ack follows Req after a predefined 
and tunable time. This time is independent of the local clock of the NI.  
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Figure 28: Testbench of the NI with the GALS wrappe r for pausible clocking. 

PAUSIBLE CLOCK GENERATOR   

Figure 29 shows one of the possible implementations of the plausible clock generator 
(employed in WP6.4). The frequency of the local-clock is set by choosing the delay of the 
delay line. In this version of the local clock generator we can select varying number of delay 
slices by setting the 5 bit input Clock_setup signal. 

   

���
��

 

Figure 29: Possible implementation of the Pausible clock generator 
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However, in the systemC testbench we have considered a simple behavioural model as 
presented in Figure 30. These figures will prove helpful when we will discuss the constraints of 
the GALS wrapper in the following sub-section. 

 

Figure 30: A simplified behavioural model for the c lock generator. 

TESTBENCH OPERATION  

 In order to assure the operation of the GALS interface we need to understand the 
timing constraints of the interface. More robust interfaces can be built, however this tends to 
the increase in the complexity of the port controllers. Figure 31 presents the STG of the port 
controller along with the timing information with respect to the synthesized netlist mapped from 
the STG. 

 
Figure 31: Synthesized port controllers with timing  information in terms of gate delays 
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Observation 1: A Valid�  �   Ri+ is spanned by just (tand  + tor ), hence the Mutex acts 
instantly to raise Ai+. This is because a raising clock edge leads to a falling clock edge at the 
Mutex input. This implies that Mutex is never operating in a race condition, i.e. when both the 
clock edge at the input of the mutex and the Ri+ appears at the same time. Hence the clock is 
paused by asserting Ai+ in a time frame of (T1 = tand  + tor + tmutex ).  

Observation 2: The 4-phase handshake is followed after the clock is paused. Hence we need 
to make sure that the “flitout” from the NI is stable within T1, so that the Ack can sample a 
stable data. This is assured by the NI as both the “flitout” and the “Valid” are coming out from a 
flip-flop. 

Observation 3: Ri- at the mutex input drives Ai- instantly. This leads to an immediate 
clock’event going high, which would update a new Valid value i.e. tsetup . However the level of 
Ta defines the next transaction. Hence we need to make sure that the Valid signal is updated 
before the Ta is taken low. This implies that tsetup  should be less than (3tinv  + tor ).  This 
could be checked before hand for a certain technology, in case if it’s not feasible we need to 
introduce buffers in between in the path.  

Observation 4: The previous observation assumes that asynchronous receiver (switch) is 
placed far away (tHS > tclk/2). In this observation we assume that tHS is very small, a realistic 
assumption would be a Muller pipeline between the GALS wrapper and the Switch. The total 
delay Tport for one transaction is Tport = 3 tand  + 4tor + 2tmutex + 5Iinv +  tHS. Hence a 
simpler solution is to find the �  delay to offset. We tend to be pessimistic about this 
assumption because the switch is typically placed quite far away from the NI, hence the 
minimum bound on the tHS comprises of the long wire delay between the NI and the Switch.   

 

 

 

 

 

CASE  STUDIES 

In this sub-section we present two different case studies where we illustrate operation of the 
pausible clocking interface with the NI. A high throughput is observed when we assume very 
low delay for 4-phase handshaking. 

 

Case study 1  Let us assume the Switch is placed far away from the NI. This reflects in the 
delay for the 4-phase handshake. Hence we observe that the NI clock is paused for every flit 
out from the NI initiator. Figure 32 shows the signals at the different boundaries of the GALS 
interface. It also illustrates the signals at the interface of the port-controller. In this example the 
clock is set to 1GHz and the gate delays are approximated in between 30ps and 50 ps, 
whereas the time for Handshake (THS, Figure 31) is set around 1ns. For complete timing 
picture of this case study refer to appendix A. 
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Figure 32a: Signals at the GALS interface (flit_out , Valid are the outputs from the NI; 
FLIT_OUT is the latched output by the GALS wrapper)  

Figure 32a shows the signals at the boundary of the GALS wrapper. We can observe that the 
FLIT_OUT from the GALS wrapper is delayed by few ps while entering the Asynchronous 
domain. 

 

Figure 32b: Signals at the boundary of the Port-con troller 

Figure 32b presents the hand-shake signals at the boundary of the port controller. The time 
frame of figure 32b is consistent with the figure 32a. The Valid is kept high for many clock 
cycles by the NI initiator according to the amount of flits it needs to send. Since the NI has a 
single slot output buffers the port-controller should make sure that the data at the output is not 
changed during the handshake. It could be observed that having the Valid high, keeps the 
AFSM (port controller) active for multiple cycles without any extra delay.  

 

 

Figure 32c: Signals at the Pausible Clock Generator  

Figure 32c shows the boundary signals of the Pausible clock generator. As explained above, 
we can observe that the Mutex is never subjected to any race condition, i.e., the possibility of 
having two raising inputs at the same time. A Valid high from the NI is reflected as Ri+ in few 
gate delays. However, a positive clock’event from the clock generator reflects to a negative 
clock’event at the input of the Mutex. This could be observed form the “mutexCLK_In” signal in 
the Figure 32c. For complete timing picture of this case study refer to appendix A. 
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Case study 2 Let us now assume that the Switch is placed near the NI, thereby reducing the 
interconnect delay for the 4-phase handshake. We observe that the NI clock is never paused 
thereby achieving maximum throughput. Figure 33 shows the signals at the different 
boundaries of the GALS interface. It also illustrates the signals at the interface of the port-
controller. In this example the clock is set to 1GHz and the gate delays are approximated in 
between 30ps and 50 ps, whereas the time for Handshake (THS, figure 31) is set around 
300ps.  

 

 

Figure 33: Signals at the boundaries of GALS interf ace and the Port Controller 

 

The timing information presented above illustrates that with a complete turn-over time of the 
control signals, including the 4-phase handshake, kept less than NI clock cycle would result in 
the maximum throughput of the NI. This could be observed in the figure 33, where the clock is 
never paused. However, we emphasize on the importance of meeting the minimum delay 
timing constraint as presented in the previous section in order to avoid latching multiple copies 
by the handshake controller. The global picture of the simulation of Case study number 2 is 
provided in Appendix A. 
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9.3 SOURCE  CODE 

This document accompanies the synthesizable HDL source code of the network interface 
initiator wrapped by the pausible clocking interface. Both architecture blocks are embedded 
into a testbench which allows to test their operation. The source code is structured into two 
directories: 

 

 

Figure 34: Structure of the Uploaded files of the p ausible clock wrapper model 

 

Directory SYSTEMC contains SystemC models of the NI initiator  and of the pausible clock 
interface . A functional testbench (Figure 28) is also provided in a separate sub-directory. 
Since the port-controllers are AFSM, we have synthesized them into gate-level using petrify. 
Hence we have presented the gate-level description of the port controllers in SystemC. The 
file “gates.h” comprises of the basic logic gates and also the gate level description of the C-
element. “gates.h” also has the delay buffer for generating the clock signal for the NI. For pre-
synthesis simulations the gate delays can be tuned in this file. In similar lines the delay of the 
4-phase handshake could be tuned in the file “Req-Ack.h”.  

Directory VERILOG reports the synthesizable Verilog code of the entire pausible clocking 
interface . The asynchronous elements are custom built from the basic logic blocks. However, 
the presented models are completely synthesizable.  

SYSTEMC  TEST  BENCH 

In order to execute the aforementioned SystemC testbench, the testbench needs to be 
compiled and this can be achieved by typing the command make. If the compilation runs 
smoothly, a testbench.x executable file will be created and the system can be simulated by 
typing ./testbench.x in a normal Linux shell environment. The outcome of this operation is a 
VCD trace file that contains a dump of all the signals of the entire system. In order to analyze 
the .vcd file, a simple wave viewer such as gtkwave (available in most Linux distributions) can 
be utilized.  

In order to alter the input specifications of the testbench, two independent delays have been 
declared (clk of the NI as well as the delay of the 4-phase handshake (THS)). The NI-clk is 
defined, along with other gate delays, in the gates.h file. It is possible to change the clk by 
simply editing the value of the delay line. A snippet of code which defines the clock period of 
the NI is shown below: 

 #define delayline 500  //This defines a Clock period of 1ns. 
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The total delay for the GALS wrapper depends on the gate delays as well as the 4-phase 
hand-shake delay. The 4-phase handshake delay can be tweaked by altering the wait time in 
the Req-Ack.h file. A snippet of code is shown below: 

 while(1){ 

  temp=req.read(); 

  wait(300, SC_PS); //This define a 300ps delay between Req+ to Ack+  

  ack-temp;} 

The gate delays for the GALS wrapper can be tweaked in the gates.h file, by simply altering 
the value mentioned below: 

 #ifndef SYNTH  

  #define inv_delay 40 

  #define buf_delay 50 

  #define or2_delay 50 

  #define and2_delay 50 

  #define or3_delay 60 

 #endif 

 
In order to generate traffic in the presented testbench, a simple file is uploaded: test.h. This file 
injects a series of transactions, synchronous with the NI clk which is the clock generated by 
the GALS wrapper.  

 

The following requirements should be met by the host system in order to run the SystemC 
executable (other configurations might also work, but have not been tested): 

- Debian Sarge Base operating system 

- SystemC 2.1 compiled with gcc 3.3 

- Gcc 3.3. compiler 

The systemc library of the host platform can be linked by opening the Makefile.defs file and 
setting: 

SYSTEMC ?=/home/systemc-2.1-gcc3.3.3 
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10 CONCLUSIONS 

This document accompanies the release of an open-source library of synchronization 
interfaces for GALS NoC design. On one hand, traditional standalone synchronizers are 
released, thoroughly optimized for use in the on-chip setting. On the other hand, new 
architecture building blocks are released that follow the tightly coupled design philosophy. In 
practice, synchronization interfaces are co-designed with the network building blocks, resulting 
in better cost metrics. Finally, a pausible clocking interface is released as well for its unique 
interest in the domain of synchronization interfaces. The library generally includes both RTL-
equivalent SystemC models for simulation and Verilog models for physical synthesis. 
Moreover, all HDL models come with their own set of testbenches allowing the user to test 
their functional correctness. Also, all HDL models are properly documented in this report as 
well as in accompanying documents in their respective directories. 

Overall, this library goes in the direction of popularizing GALS NoC design techniques in the 
research community, which is an explicit goal of the Galaxy project. 
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APPENDIX A 
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